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Abstract. The recent success of service-oriented architectures gives rise
to some fundamental questions: To what extent do services constitute a
new paradigm of computation? What are the elementary ingredients of
this paradigm? What are adequate notions of semantics, composition,
equivalence? How can services be modeled and analyzed? This paper
addresses and answers those questions, thus preparing the ground for
forthcoming software design techniques.
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1 The Demand for a New Paradigm of Computation

1.1 Shortcomings of the Classical Paradigm

The classical paradigm of computation characterizes the behavior of an infor-
mation processing system as a function, f: A user of the system supplies an
argument = and expects to eventually receive the result f(z) from the system.

Experience with distributed and reactive systems reveals the need for a more
comprehensive paradigm. Among the many arguments for a new paradigm, the
following may be the most striking one: A computation of a system does not nec-
essarily receive all its input in the initial state, nor does it withheld all its output
until it reaches a final state. Rather, a computation may start running with no
or a first portion of input, and it may provide output whenever generated. In
short, a computation may exchange messages with the systems’ environment
during its course. Examples of such systems include operating systems, any kind
of technical control systems, and many forms of co-operating business processes.
It is not too difficult to capture this kind of behavior in the framework of con-
ventional programming, establishing communication of a program P with its
environment by help of special input and output procedures, variables shared
by P and its environment, and remote procedure calls. It took decades to ac-
knowledge that this property of computations is not just a minor aspect, but
that it affects (among other aspects, to be discussed elsewhere) our fundamental
understanding of computation.
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1.2 Proposals to Adjust the Classical Paradigm

Church‘s thesis has dominated the discussion on the limits of computation since
this kind of discussion has started in the 1950ies. It is overwhelmingly agreed
that this thesis is most convincing when it comes to the computation of functions
over sequences of symbols (for more details on this discussion we refer to [1]).

Nevertheless, it has frequently been argued that the classical paradigm of
computable functions does not comprise all important aspects of the expres-
sive power of information technology. We have discussed one such aspect above
already. Here we survey a number of system models, all contributing to the
non-standard aspects of communication, synchronization, and reactivity.

Petri nets: With his seminal Ph.D. thesis “Communication with Automa-
ta” [2], Carl Adam Petri pointed at the fundamental role of asynchronous, com-
municating processes, already in the early 1960ies. This led to the development
of Petri nets as a technique to model concurrent behavior.

The decisive aspect of Petri nets in this context is the local character of its
transitions. A behavior then is not a sequence of global states and steps, but a set
of transition occurrences partially ordered by the relation of causality. This per-
ception brought new insights into the fundamental notions of nondeterminism,
fairness, scenarios, and others.

Omega-automata: w-Automata [3] capture sequential, infinite computation
in the late 1960ies already, laying ground for infinite, reactive computations.

Stream processing functions: The first proposals to model systems consisting
of interacting components conceive a system component as a stream processing
function (or, in the nondeterministic case, as a relation). This dates back to the
early 1970ies already. As a typical example we refer to [4]. Streams (i.e. finite
or infinite sequences) of data on the input ports of a stream processing function
f are transformed into streams of data on the output ports of f. One system’s
output stream may be an other system’s input stream. The FOCUS formalism [5]
pursues this line of research. Stream processing functions are most adequate to
describe a single system’s semantics in isolation. The formalism properly reflects
that a system’s intermediate output can affect later input, via cooperation with
the environment.

Process algebras: First suggested by Robin Milner in the late 1970ies [6]
process algebras capture synchronous communication. The fundamental question
of equivalence between system models gave rise to the notion of simulation and
bisimulation. It has been a matter of surprise that those notions can not be
simply captured in terms of formal language containment or equality.

Interface variables and remote calls: In the framework of programming lan-
guages, reactive behaviour can easily be represented by help of variables, shared
by the program and its environment. This has been done since the late 1960ies. It
has later been adapted by specification techniques such as Lamport’s Temporal
Logic of Actions [7], as well as Gurevich’s Abstract State Machines [8]. Fairly
more expressive than shared variables is the technique of remote procedure calls,
which is a fundamental principle of middleware systems, in particular CORBA.



Misra and Cook in their ORC' language recently generalized this principle, re-
placing the call of procedures by the call of services [9].

Interacting and communicating systems: Peter Wegner’s contributions of the
late 1990ies ([10,11]) boosted the awareness of a greater public, that interac-
tion and communication was indeed a decisive argument to search for a new
paradigm of computation. Many authors took up his arguments (as, e.g. in the
volume [12]). Some authors extend the classical models, in particular Turing
Machines (examples include [13] and [14]).

We follow this line in the sequel, too. To this end, we discuss some elementary
aspects of the new paradigm in the next section, and pose some fundamental
questions.

1.3 Aspects of the New Paradigm

The above described aspects models and representation techniques for informa-
tion processing systems share a couple of aspects. Here, we focus just two of
them.

Firstly, in the classical setting, non-termination of a computation denotes fail-
ure, as no output is generated in this case. Two different non-terminating com-
putations cannot and need not to be distinguished in any respect. In contrast,
in the new paradigm, a computation is in general not envisaged to terminate.
Infinite computations are of utmost interest. Two different infinite computations
in general very well exhibit different input/output behaviour. Interaction of ser-
vices is usually split into finite slices: An instance of interaction is intended to
terminate in a “reasonable” state. But a service is assumed “always on”, capable
to engage in interaction ad infinitum.

The second consequence of the new paradigm is related to the composition of
systems. The classical setting offers sequential composition A;B of two systems A
and B as the only choice: A’s output is B’s input. In contrast, the new paradigm
permits composed systems A and B to exchange data at any time during a
computation.

Though we have identified only two aspects of the new paradigm, it is obvious
that fundamentally new problems arise that cannot be identified, let alone be
solved, in the framework of classical system models. Typical problems of systems
that follow the new paradigm include:

— What kind of properties are important for such systems?

Is there a canonical notion of equivalence for such systems?

Can any two such systems be composed, at least syntactically, resulting in
a (may be, futile) system?

What, precisely, is refinement and abstraction, and which properties should
refinement and abstraction preserve?

How can the effect of such systems be abstractly described (in analogy to a
function f in the classical case)?

— What kind of formal representations of such systems are reasonable?



— How can the expressive power of formal description techniques of such sys-
tems be compared?

— Is there a “most general” class of “representable” such systems, in analogy
to the class of computable functions in the classical setting?

2 Service-Oriented Computing and Service-Oriented
Architectures

The above discussion focused communicating agents as a basic construct of the
new paradigm. We suggest services as an adequate concretion for such agents.
Services provide viable means to implement communicating agents. Furthermore,
there exists a rich theory to handle services, and to answer the above questions.
Details will be given in the next sections.

2.1 The New Paradigm in Practical Applications

Governed by practical needs, and not caring too much about theoretical aspects,
systems following the new paradigm have been implemented for decades. Exam-
ples include operating systems, technical control systems, workflows etc. But only
nowadays such systems are conceived as following a new paradigm. This may be
due to the emerging problems that arise in the course of automatic composition
of such systems, as required for computer based interorganizational business pro-
cesses and new software architectures, such as “programming-in-the-world” or
“programming on demand”.

In this context, systems that fit into the new paradigm are usually denoted as
services. Their implementation in the framework of existing technologies evoked
the concepts of service-oriented computing (SOC) and, as a principle of using
SOC, the term of service-oriented architectures (SOA). We expand on those
aspects in the sequel.

2.2 Service-Oriented Computing

Trying to identify what many different views, descriptions and definitions for
services have in common, we can conclude that a service is a well defined, self-
contained module that provides some concrete functionality to its environment.
Consequently, the minimal requirements of a service include an interface and
an internal control. An interface can usually be conceived as a set of ports, with
each port capable to store messages. The internal control triggers the actions of
the service. An action either sends a messages to a port or receives one from a
port or operates locally. Hence, asynchronous communication is the usual com-
munication mode of services. But other modes may be supported as well, such
as synchronous (handshake) communication or lock step communication.



2.3 Web Services

Currently, the most prominent kind of services are Web services. A Web service is
a functionality (e.g., a standard business function) provided at a unique network
address, given as a URI. This functionality is described in a standard definition
language, and available via various transport protocols, formats and profiles for
quality of service. Today’s implemented Web Services rely on highly distributable
communication- and integration backbones (sometimes called “the Big Basic
Bus”, BBB). Each Web Service is addressed by its unique URI and is usable by
other services along its — publically known — interface. A Web Service is assumed
as “always on”: A user does not have to create it, nor to care about destruction,
etc. Several instances of a Web Service may exist concurrently, mimicking for
each user exclusive access to the service. The language WS-BPEL established
itself as a quasi-standard for the implementation of Web services.

2.4 Service-Oriented Architectures

Though independent of other services, a service is typically constructed with
respect to other services: Purpose and use of a service is its communication
with other services. Partners to communicate with may reside anywhere in the
real world. For a Web service, any service on the web is a potential candidate
to serve as a partner. A fundamental problem then is service discovery, i.e.
for a service P the problem to identify proper communication partners, and
to establish communication with those partners. A service-oriented architecture
(SOA) solves this problem by help of a scenario that assumes

— agents called providers: A provider offers services to the public, to be used by
(i.e., to be composed with) other services. To this end, a provider publishes
information about the services he offers.

— agents called requesters: A requester requests services, i.e. wants to find
services it can use, as they are published by providers.

— agents called brokers: A broker collects information about the services pro-
vided by providers and the services wanted by requesters. Upon detecting
services that would properly fit, the broker informs the requester about the
provider, such that they can directly bind their services. In more elaborated
variants, a broker may itself compose two or more provider services, and
offer the composed service to a requester. Even more, a broker may observe
that a provider service only “almost” fits to a requester service. In this case
the broker may construct an adapter service to bridge the gap. Figure 1
shows the conventional outline of SOA, indicating the three agents and their
pairwise activities.

SOC and SOA can be conceived as virtualization, viz. abstraction, from tech-
nical implementation details of services. SOA is an architectural style to realize
SOC. This can be conceived an analogy to the client/server architectural style
that realizes distributed computing.
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Fig. 1. the SOA triangle

The above described agents (provider, requester, and broker) may be like-
wise virtual. Usually there are no corresponding physical or implemented com-
ponents in an SOA. It is the services themselves, that play the role of providers,
requesters, and even brokers.

3 An Algebraic View on Services

Both, the foundational considerations of Sect. 1 and the applied aspects of Sect. 2
jointly establish principles of services. Here we introduce fundamental notions
and their properties, as a nucleus for a rich conceptualization of “services as a
paradigm of computation”, to blossom in the sequel of this paper.

3.1 Composition of Services and “Reasonable” Services

As outlined in Sect. 2, a core aspect of services is their composition: Any two
services P and R may be composed, resulting in a service P& R. Of course, P& R
is not always a very reasonable service, given “any” P and R. In particular,
P @ R may deadlock or livelock; sent messages may remain in a buffer forever,
etc. Conceiving P @ R as a transition system 7' with initial and final states,
a typical requirement for P & R to be “reasonable” is weak termination of T
FEach computation sgs; ... s, starting from an initial state sg, can be extended
to a computation sqg...Sk...s, with a final state s,. A final state does not
necessarily deadlock; it may just indicate that one “round” of computation is
finished and the service is prepared to launch into a new round. Instead of weak
termination, any other predicate may characterize “reasonable” services. Typical
examples are fair termination or strong termination, i.e. each (fair) computation
eventually will reach a terminal state.

Formulated in an abstract setting, on the set & of all services under consid-
eration we assume a binary, symmetrical operator

P:SxS—S

to compose services, and a distinguished predicate

TCS



to discriminate “reasonable” (e.g., terminating) services. @ and 7 lay the ground
for a canonical, rich theory of services, covering a wealth of important notions,
questions and properties, as they are particularly important in the framework
of SOA.

3.2 The Strategies of a Service

One of the central ideas of SOA is the assumption of a provider agent, offering
a service P to the public. P is intended to be engaged by requester agents. To
engage P means to follow a strategy to interact with P in order to reach the
requester’s goal. In technical terms, a strategy of P is an other service, R, such
that the composition P @ R of P and R is “reasonable”, i.e. P® R € 7. So, from
the requester perspective, the most important aspect of P is the set

Strat(P) =qe.f {R€S|P® R e 7}

of all strategies of P. This set may be conceived as the semantics of P.

3.3 Simulation and Equivalence

The strategies of a service P yield a canonical generalization relation

<CSxS

on services: A service P’ generalizes P if P’ preserves all strategies of P:

P < P'iff Strat(P) C Strat(P').

A typical scenario including this relation is the provider of P wanting to exchange
P by a service P’ without bothering the so-far users of P.

Consequently, two services P and P’ are equivalent iff they generalize each
other:

P ~ P'iff Strat(P) = Strat(P’).

This equivalence is in fact the canonical counterpart of functional equivalence
in the classical setting: Two systems are equivalent iff their environment cannot
distinguish them.

3.4 Brokering of Services

The handling of services includes ways to find an adequate provider services P
for given requester services, R. This basic problem gives rise to a lot of derived
questions, including efficient decision procedures and construction algorithms.
Many of them can be posed in the general framework as developed so far. More
precisely, a given provider service P rises the quest of

— Controllability: Does P have a strategy at all, i.e. Strat(P) # (?



— Compatibility: For a given service R, is R a strategy for P, i.e. R € Strat(P)?

— Public view: The provider of the service P may want to hide internal de-
tails of P, and describe only communication capabilities of P, i.e. an ab-
stract version of P. Technically, we search to derive a canonical P’ such that
Strat(P’) = Strat(P).

— Operating guideline: A requester of P is usually interested in all potential
strategies of P. Technically we search for a concise description of Strat(P).

A given requester service R rises a couple of questions at the broker’s job, in-
cluding

— Efficient search: The broker may administer a large provider repository P of
provider services. Efficient algorithms are mandatory to find a service P € P
that is compatible with R. Such algorithms of course depend on the kind of
information available to the broker about both R and P, as well as on the
organization of P.

— Adaption: For a given provider service P, the composition P & R may only
be “almost reasonable”. The broker may (automatically) construct a service
A (“adapter”) such that R is a strategy for P @ A. In technical terms we are
behind a solution X of the problem

R € Strat(P @ X).
This is equivalent to the problem
(R® X) € Strat(P).

— Composed adaption: As a special case of the general adaption problem, an
adapter may be just some other service in the depository. Even more, the
broker may compose two or more services Py, ..., P, such that P, &...®& P,
is compatible to R. Formulated differently, the repository R may be virtually
extended by the n-fold composition of all its services.

A concrete modeling technique for services should provide efficient algorithms
to answer the above questions and to construct corresponding services.

4 Service Nets

Above we compiled a number of requirements at a proper framework for the no-
tion of services. Here we strive for a more concrete, operational model that would
meet those requirements. To this end we suggest open workflow nets (0WFN) as
a staring point to model services. Before launching into details, we justify and
motivate this approach.



4.1 The Motivation for Open Workflow Nets

As outlined in Sect. 2.2 already, the essential components of a service are its
interface and its internal control. Here we stick to those two aspects:

Modelling interfaces with oWFN: Open workflow nets represent asynchro-
nous communication, along message ports, with the order of sent messages not
necessarily preserved upon their arrival: A message port contains an unordered
set of messages (just as your home letter box). Even more, two different messages
may have identical content, i.e., cannot be distinguished in any respect. The
messages in a port thus constitute a bag (i.e. a finite multiset). This is the most
liberal and general form of asynchronous communication, and the most common
form in the world of business processes.

Modeling internal control with oWFN: An open workflow net is not confined
to sequential control, but may very well exhibit concurrent control flow. This is
most useful: Firstly, composition of two oWFNs results in an oWFN again, with
the previous components’ two flows of control merged into internal concurrent
control of flow of the composed system.

Secondly, languages such as WS-BPEL anyway exhibit concurrent control
flow. This can adequately be modeled in the framework of coWFN.

4.2 The Formal Framework of Open Workflow Nets

Technically, an open workflow net N is a conventional Petri net with distin-
guished input and output places to store input and output messages during
computation. Consequently, an input place has no ingoing arcs in N, and an
output place no outgoing arcs. Furthermore, an oWFN has an initial marking
mg and a set §2 of final markings. Summing up, an oWFN can be written as

N = (P, T, F,in,out,mg, §2),

with in,out C P, ®in = out® = (), a marking mg and a set 2 of markings.!

Graphically we extend the classical Petri net representation by an encompass-
ing dotted line. The input and output places are located on the line’s surface.
The initial marking is explicitly represented. The final markings have to be de-
scribed elsewhere. Figure 2 shows an example.

According to the usual notions of Petri nets, a step

t /
m—m
of an oWFN N transforms a marking m into a marking m/’, following the well-

known occurrence rule for transitions t. A run of N is a sequence

t1 to tr
mo —mp — ... — Mg

! We assume the reader’s familiarity with elementary notions of Petri nets. The ap-
pendix provides formal details.



beverage

Fig. 2. Example of an oWFN: A beverage service A.

with myq the initial marking, my a final marking, and m;_ L, m; a step of N
(i=1,...,k).

The pragmatic idea of oWFNs is obvious: An oWFN N describes a set of
runs, starting at the initial marking.

According to the above described pragmatic idea of oWFNs, termination is a
crucial issue. An isolated oWFN rarely terminates; usually a partner is required,
such that the composed system would terminate. We consider the weakest version
of termination in the sequel: An oWFEN N is weakly terminating if each sequence

t to th t . .
mo — my — ... —> my of steps m;_1 —m; (i =1,...,k) is a prefix of a run
of N (i.e. can be extended to eventually reach a final state).

A sequence of steps may fail to be extensible to a run due to a wrong number
of tokens at input or output places.

We occasionally want to abstract from input and output and concentrate on
the inner subnet:

For an oWFN N, the set

I =gey inUout
is the interface of N, and

J =gey P\ I

is the set of inner places of N. Furthermore,

inner(N) = (J, T, F',my, ")

is the inner subnet of N, generated by the restriction to the inner places of NV,
the transitions of IV, and the corresponding restriction of F,mq and {2 to J and
T. As an example, Fig. 3 shows the inner subnet of the oWFN in Fig. 2.
N is apparently ill designed in case inner(N) is not weakly terminating.
Historically, the term “open Workflow Nets” has been derived from workflow
nets [15]. A workflow net is a formal model of the process logic of a workflow.
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Fig. 3. inner(A)

Conceptually, a service extends workflows with an explicit interface to enable
communication with other services. Technically, the inner subnet inner(N) can
be conceived as a representation of workflows. A workflow net N additionally
requires special properties of initial and final markings.

4.3 Composition of Open Workflow Nets

As outlined in the introduction, composition of services is a major concern of
SOC. Consequently, composition of service models should be as general and as
simple as possible.

We can always assume that two oWFNs M and N don’t share inner elements,
but only interface places. Then the composition M @& N of two oWFNs M and NV
is just the (sorted) union of their elements. Figure 4 shows an example. Appendix
A2 provides formal details.

In particular, if p is an output place of M as well as an input place of NV,
then p turns into an inner place of M @& N. It is important to observe for two
oWFNs M and N:

M @& N is an oWFN.

The above definition of oWFN immediately implies for two oWFNs M and N

M®N=N®M.

Furthermore, for three oWFNs L, M, and N that all three have no element in
common, composition is associative, viz.

La(MaN)= (Lo M) o N.
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Fig. 4. Composition of services.

4.4 Partners and Fellows

In real applications, two oWFNs M and N to be composed are mostly partners,
i.e. they communicate along interface places, but do not share input or output
places:

iny Niny = outy Nouty = 0.

The left oWFN, B, of Fig. 4 shows a partner, B, to the oWFN A of Fig. 2. The
two oWFNs depicted in Fig. 5 are no partners.

Fig. 5. No partners.

Likewise interesting is the special case of M and N joining input or output
places, and not communicating at all: M and N are fellows iff

inay Nouty = outyr Niny = 0. (1)



The interface of the composition M & N of two fellows M and N is the union
of the interfaces of M and N. Figure 6 shows an example. The two oWFNs of
Fig. 5 are neither partners nor fellows.

Fig. 6. Two fellows and their composition.

If L, M and N are pairwise partners, then L & M is a partner of N and &
is associative i.e. (LO®M)® N =L® (M @ N).

Likewise, if L, M and N are pairwise fellows, then L ® M is a fellow of N,
and @ is associative, as described above.

4.5 Open Workflow Nets with Ports

Experience shows that the composition of services requires more flexibility than
offered by oWFN as defined above.

As an example, the composition A & B of the beverage service A and its
strategy B of Fig. 4 remains with a fairly unintuitive input place, tea!. Intuitively,
A and B fit perfectly and consequently their composition A & B should be a
“closed” net, i.e. a net with empty interface. More flexibility is also required
when the issue of refinement and abstraction is taken into account in the sequel.

A fairly simple idea suffices to provide oWFNs with the required degree
of flexible composition: The interface places are grouped into ports such that
each interface place belongs to exactly one port. The ports are decorated with
(pairwise different) names. As an example, Fig. 7 equips the beverage service
A of Fig. 2 with three ports. One of them, “select”, contains two input places
“coffee” and “tea”. The other two, “pay” and “offer”, contain one element each.
The graphical representation is obvious. Correspondingly, Fig. 7 identifies three
ports for the strategy B of Fig. 4 one for each place.

Composition of two oWFNs with ports, M and N, say, then follows a simple
rule: Just glue ports of M and N with identical names. Gluing the ports of M
and N with name « then means to identify a place p of the a-port of M with
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Fig. 7. Beverage service and a strategy, equipped with ports.

a place ¢ of the a-port of N if and only if p = ¢, described in Sect. 4.3. As an
example, Fig. 8 shows the composition of the port equipped oWFN of Fig. 7.

beverage

Fig. 8. Composition of the port equipped oWFNs of Fig. 7.

4.6 Hierarchical Open Workflow Nets

Abstraction and refinement are fundamental construction principles for com-
plex systems: Only a hierarchical design process makes complexity tractable.
oWEFN allow for a simple, canonical notion of refinement. The basic idea is the
replacement in N of a transition ¢ by an other oWFN M, written (as usual for
replacement operators)

N[M \ {]



(“in N, replace M for ¢”). This is possible whenever the interface of M coincides
with the environment °¢ U t® of ¢.

As an additional technicality, the addition m + m’ of markings m and m’ of
oWFN N and N’, respectively, is defined for each p € Py U Py, by

(m+m')(p) = m(p) +m/'(p),

with m(p) =m/(p') =0if p€ P'\ P and p’ € P\ P’. Furthermore, for two sets
2 and 2’ of markings, let

(Q+2)={m+m'|me 2and m" € 2'}.

With this in mind, we define refinements of two oWFNs N = (P, T, F,in, out, mq,
) and N’ = (P, T, F',in’, out’,mj, £2') as follows:

i A transition t € T coincides with the interface of N’ iff *t = in/ and t® =
out’.
il Let arcs(t) =qer (°t x {t}) U ({t} x t*) (“the arcs of t7).
iii Let ¢ coincide with the interface of N. Then N[N’ \ t] =qer
(PUP' (T\{t}UT',(F\ares(t)) UF' in,out,mg+ mj, 2+ ')
is the refinement of t in N by N’.

Refinement in fact meets all properties one would expect. Firstly, refinement
of t by N’ in N is independent of the context of N:

(N & M)[N'\t]=N[N"\t]® M.
Secondly, the order of refining ¢ by N and ¢’ by N’ in M is irrelevant:

(MIN\)[N"\t] = (MIN"\ '[N\ £].

Finally, weak termination is preserved: If N and N’ weakly terminate, then
N[N\ t] weakly terminates, too.

4.7 Analysis Techniques for Open Workflow Nets

Open workflow nets are generell enough to capture decisive properties of services,
and are simple enough to allow for formal analysis techniques. Due to the struc-
ture of oOWFN it should come without surprise that most analysis techniques are
based on variants of automata.

The most important kind of automata to analyze an oWFN N is its operating
guideline, OG(N). This automaton describes Strat(N), viz. the set of all strate-
gies of N. OG(N) is essentially a finite state automaton, inscribed by Boolean
expressions, built from the interface of N. Details are given in [16]. Most of the
questions discussed in Sect. 3.4 can efficiently answered for any oWFN N by
help of OG(N). Corresponding algorithms have been implemented in the Petri
net analysis tool Fiona, and successfully been used to analyze Petri net models
of realistic BPEL processes. Details can be found in [17].



Conclusion

Models of interactive computation have been constructed since the early days
of computing. In recent years, started as a smart combination of existing mid-
dleware techniques, services achieved prominence as a general, albeit variable
software architecture model. We suggest to establish this model as a standard
model of asynchronous interactive computation, completing process algebras as
a standard model for synchronous computation. Open workflow nets are a most
useful starting point as a representation techniques for asynchronous interactive
computation, as they provide a lot of techniques to effectively analyze the most
important properties of asynchronous interactive systems. In their given form,
open workflow nets stick to control flow of services. Data and data development
behavior can easily be incorporated, extending the formalism as usual in high
level Petri nets.
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A General notions and notations

Definition 1 (Net).

Let P and T be finite, disjoint sets.
Let F C (PxT)U(T x P).

Then N = (P, T, F) is a net.

The elements of P, T' and F' are places, transitions and arcs, graphically

depicted as circles, boxes and arrows, respectively.

In the rest of this Appendix A we assume a net N = (P, T, F).

Definition 2 (Pre-set, Post-set).
Forxe PUT, let

*r =ges {y|(y,x) € F} is the pre-set of =
z® =qef {y| (z,y) € F} is the post-set of x.

Definition 3 (Marking).
A marking of N is a mapping m : P — N.

Graphically, a marking m is depicted by m(p) black dots (“tokens”) at each

place p € P.

For two markings m; and mq of N, let my 4+ ms be the marking of IV, defined

for each p € P by (m1 + m2)(p) =acs m1(p) + ma(p).

For a marking m of N and a set Q O P, extend m canonically to m : Q — N

for each ¢ € @\ P by m(q) =0

Definition 4 (Enabling, Step).
LetteT,
and let m be a marking of N.

1.
2.

m enables t if for each p € °t holds: m(p) > 1.
Let m enable t and let the marking n be defined by
n(p) =der m(p) — 1 if p € *t\ t°

n(p) =dgerm(p) +1 if pet®\*t

n(p) =gqef m(p), otherwise.

Then (m,t,n) is a step of N, frequently written m L.



Definition 5 (Run).
A finite or infinite sequence motymyts ... is a run of N if (m;_1,t;,m;) is a step
of N fori=1,2,....

B Open Workflow Nets

Definition 6 (Open Workflow Net, oWFN).

Let (P, T,F) be a net,

let in, out C P with *in = out® = 0,

let mg be a marking of N,

let £2 be a set of markings of N.

Then N = (P, T, F,in,out, mg, {2) is an open workflow net (o WFN for short).

in and out contain the input and output places, I =gor in U out is the inter-
face, J =q4c¢ P\ I contains the inner places of N respectively. Whenever N is not
obvious from the context, we affix the index N, as in Pn,Tn, Fn,moy, 2N, innN,
outN, IN, JN.

Definition 7 (Inner(N)).

Let N be an oWFN. Then

inner(N) =ger (Jn, T, Fn N ((Jn x Tn) U (Ty x JN))),
is the inner subnet of N.

Definition 8 (Internally disjoint oWFNs).
Two oWFNs M and N are internally disjoint iff (Pp U Th) N (Pyv U TyN) C
(IM n IN)

Remark 1. Two oWFNs can canonically be made internally disjoint: Each shared
internal element is replicated.

General assumption: Two oWFNs M and N will always be assumed as internally
disjoint.

Definition 9 (Composition of coWFNs).
The composition M @& N of two (internally disjoint) oWFNs M and N is the
oWFN
Mo N =def (P]\/[ UPN, Ty UTN, Fyy UFN), with
MMEN =def (inm \ outN) @] (inN \outM),
OULM BN =def (outm \ inN) @] (O’U,tN \ inM),
MOy =def M0y T M0y
QmaN =def {m +n|m € 2y and n € 2n}.

Definition 10 (Partners).
Two oWFNs M and N are partners iff outpr Nouty = inys Niny = 0.

Definition 11 (Fellows).
Two oWFNs M and N are fellows iff outys Niny = outy Ningy = 0.



