
Preface

M4M-4, the fourth international  workshop on Methods for  Modalities,  takes  place in Berlin-Adlershof,  on
December 1st and 2nd, 2005. It is organised by Fraunhofer FIRST, the Fraunhofer Institute for Computer
Architecture and Software Technology, and supported by the Institute of Computer Science of Humboldt
University. As in previous M4M workshops, the workshop aims at bringing together researchers interested in
developing algorithms, verification methods and tools based on modal logic. Here the term "modal logics" is
conceived broadly, including description logic,  guarded fragments,  conditional  logic,  temporal  and hybrid
logic, etc. The workshop stimulates interaction and transfer of expertise by featuring a number of invited talks
given by leading scientists, and high-class research presentations. The invited lecturers are:

- François Laroussinie, ENS Cachan and CNRS

- Martin Lange, Ludwig-Maximilians-Universität

- Wim Martens, Hasselt University

- Boris Motik, Universität Karlsruhe

- Boris Konev, University of Liverpool, and

- Uwe Scheffler, Humboldt Universität.

There were 23 submissions, of which 16 were accepted after a careful reviewing process of at least three
reviews  per  paper.  One  emphasis  of  this  year's  program  is  on  applications  of  modal  logics  in  query
answering, XML data bases,  and multi-agent systems. The second trend is the elaboration of  deduction
procedures, in particular in hybrid and extended temporal logics. Many of the presented results constitute a
significant  advance in the state of  science;  it  is  planned to  include the best  contributions into a special
version of an appropriate journal.

M4M-4 is located in Berlin-Adlershof, Germany, which is one of the worlds largest science and technology
areas, comprising twelve research institutes, six faculties of the Humboldt University of Berlin, and more than
370  high  tech  companies.  The  excursion  takes  the  participants  on  a  three-hour  boat  trip  through  the
illuminated center of Germany's capital.

The organiser whishes to thank all people who helped in the preparation of this event. In particular, Peggy
Krüger and Anja Brychcy managed the registration and financial processes. Carlos Areces took responsibility
for maintaining the conference web site. Patrick Köhnen collected the final versions of all papers into these
proceedings. The printing of the volume was made possible by the support of Humboldt University; Manfred
Hagen organized the ISSN and production issues. Reinhard Meyer and Daniel Wagner helped in the local
organisation. Finally, a big thanks goes to all referees for the timely contribution of their reports, and to all
speakers for the efforts they took in preparing their talks.

Let's look forward to an exciting two days of modal logic!

Holger Schlingloff 
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Temporal Logics for Non-Regular Properties:
Model Checking

Martin Lange

Institut für Informatik, Ludwig-Maximilians-Universität München, Germany
Martin.Lange@ifi.lmu.de

Abstract

The modal µ-calculus captures exactly the bisimulation-invariant regular tree lan-
guages. Hence, properties expressed in formulas of its fragments like LTL or CTL
for instance are only regular. We present temporal logics whose expressive power
reaches beyond that of the modal µ-calculus and survey known result about these
with a focus on their model checking problems — due to the undecidability of
satisfiability.

1 Introduction

Temporal logics or, more generally, modal logic with recursion mechanism are
used in computer science for program verification [1,22]. Regardless of whether
verification is done in terms of model or satisfiability checking, the focus has
been on logics that are fragments of or can be embedded into Kozen’s modal
µ-calculus Lµ: LTL [19], CTL [5], CTL∗ [6], or even PDL [7], etc.

There are equivalence preserving translations forth and back between for-
mulas of the modal µ-calculus and various types of finite tree automata or
Monadic Second Order Logic [10,11,20]. Hence, all properties expressed in
the aforementioned logics are regular in the sense that the set of tree or word
models of these formulas form an ω-regular language.

In fact, the expressive power of these four logics for example is strictly
below that of full ω-regularity: for instance LTL defines only the star-free
properties on ω-words [8,21], and on infinite trees, CTL is weaker than CTL∗

which coincides with the bisimulation invariant fragment of Monadic Path
Logic [17]. All of them, including PDL, can be embedded into the first level
of the alternation hierarchy within the modal µ-calculus [2].

Nevertheless, much attention is being payed to these weak logics when
it comes to automatic verification. This is (partially) explained by two ob-
servations: (1) Increasing expressive power naturally comes with increasing
computational complexity and vice-versa. In automatic verification, where



input sizes are typically very large, weak logics may be the only choice. (2)
Properties expressed in stronger logics of regular properties than those, i.e. in
higher levels of Lµ’s alternation hierarchy are usually examples of the form:
something must hold infinitely often unless something else holds infinitely un-
less something else . . . (to be read right-associatively).

This does not mean that considering even larger classes of properties will
result in even more pathological examples. In fact, there are properties that
are inexpressible in Lµ but which are interesting for the verification of trans-
mission protocols for example: “never more out- than in-actions”, unlimited
counting, repetition of sequences of actions, etc.

In Section 2 we will briefly describe four temporal logics that are capable
of expressing non-regular properties. As mentioned above, higher expressive
power requires higher computational complexity. The model checking prob-
lems for these logics are, in this order, complete for PTIME, PSPACE, EX-
PTIME, and non-elementary. The price to pay w.r.t. satisfiability is even
higher: all these logics are highly undecidable. Intuitively, in order to achieve
non-regular effects one has to be able to model context-freeness. Further-
more, sensible specification logics feature a ∧-construct. But the intersection
problem for context-free languages is undecidable.

Undecidability also restricts the model checking problem to finite struc-
tures. Checking non-regular properties on finite structures is not an oxy-
moron. Note that on a structure of fixed size, mutli-modal logic even suffices
to express every possible µ-calculus definable property. But the formula would
depend on the structure and it is desirable to have properties formalised in-
dependently of the underlying structure to be tested. The same holds for
non-regular properties. Such logics provide independence of the underlying
models and in same cases even succinctness over logics for regular properties.

2 Temporal Logics for Non-Regular Properties

2.1 Transition Systems

Let P = {p, q, . . .} be a finite set of atomic proposition, and let Σ = {a, b, . . .}
be a finite set of atomic action names. A transition system is a tuple T =
(S, { a−→ | a ∈ Σ}, s0, L) where S is the set of states, a−→ for any a ∈ Σ is a
binary relation on states called the transitions, s0 ∈ S is a designated starting
state, and L : S → 2P labels the states with propositions.

The four logics that are presented in the following are all interpreted over
transition systems.

2.2 Non-Regular PDL

Propositional Dynamic Logic, as introduced by Fisher and Ladner [7] building
on a proposal by Pratt is multi-modal logic over an infinite set of transition
relations that form a Kleene Algebra. It was originally introduced to describe



properties of regular programs, i.e. programs built from atomic ones using the
regular operations union, sequential composition and Kleene star.

Harel, Pnueli and Stavi extended this to Propositional Dynamic Logic of
Non-Regular Programs (PDL[CFG]) [9] by allowing programs to be built from
atomic ones using the full power of context-free grammars.

Definition 2.1 Formulas of PDL[CFG] are given by the following grammar.

ϕ ::= q | ϕ ∨ ϕ | ¬ϕ | 〈G〉ϕ

where q ∈ P and G is a context-free grammar over the alphabet Σ. As usual,
we write L(G) to denote the language generated by G.

The semantics of PDL[CFG] is defined as follows.

T , s |= q iff q ∈ L(s)

T , s |= ϕ ∨ ψ iff T , s |= ϕ or T , s |= ψ

T , s |= ¬ϕ iff T , s 6|= ϕ

T , s |= 〈G〉ϕ iff ∃w ∈ L(G),∃t ∈ S, s.t. s w−→ t

where the transition relations are lifted to words in Σ∗ in a natural way:

s ε−→ t iff s = t

s aw−−→ t iff ∃u, s.t. s a−→ u and u w−→ t

Example 2.2 Consider the context-free grammar G over the alphabet Σ =
{a, b} given by the production rule

S → b | aSS

Note that L(G) = {w | ∀u, v ∈ Σ∗ : w = uv ⇒ |u|a ≤ |u|b}. This is easily seen
to be a non-regular language. Moreover, L(G) describes the undesired runs of
a buffer if, for example, b = out and a = in. Hence, the PDL[CFG] formula
[G]ff := ¬〈G〉(q ∨ ¬q) specifies that on all paths in a transition system the
number of b-transitions never exceeds the number of a-transitions.

Theorem 2.3 [12] The model checking problem for PDL[CFG] is PTIME-
complete.

2.3 The Modal Iteration Calculus

Definition 2.4 Let (V,≤) be a complete lattice with bottom element ⊥ and
suprema t, and let f : V → V be any function an V , not necessarily monotone.
For limit ordinals λ and arbitrary ordinals α define

f 0 := ⊥ , fα+1 := fα t f(fα) , fλ :=
⊔

α<λ

fα



Then the trans-finite sequence f 0, f 1, . . . , fω, fω+1, . . . trivially forms in in-
creasing chain of elements in V and eventually there is an α s.t. fα = fα+1.
This is called the inflationary fixpoint of f , denoted inff , and it is easy to
see that it is indeed a fixpoint of f : f(inff) = inff .

Inflationary fixpoints are as interesting from a computational point of view
as least fixpoints are. They can serve as quantifiers whose definition already
yields a method for computing them.

Inspired by the (perhaps surprising) result that First-Order Logic with
Least Fixpoints LFP is equi-expressive to First-Order Logic with Inflation-
ary Fixpoints IFP, Dawar, Grädel and Kreutzer defined the Modal Iteration
Calculus MIC which extends the modal µ-calculus with inflationary fixpoint
constructs [3].

Definition 2.5 Let V = {X,Y, . . .} be a set of second-order variables. For-
mulas of MIC are given by the following grammar.

ϕ := q | X | ϕ ∨ ϕ | ¬ϕ | 〈a〉ϕ | inf(X1 ← ϕ1, . . . , Xn ← ϕn)

where q ∈ P , a ∈ Σ, and X,X1, . . . , Xn ∈ V . The semantics of a MIC formula
is defined using environments ρ that interpret the free variables in a formula
by a subset of S, e.g.

[[〈a〉ϕ]]ρ := {s ∈ S | ∃t ∈ S, s a−→ t and t ∈ [[ϕ]]ρ}
[[inf(X1 ← ϕ1, . . . , Xn ← ϕn)]]ρ :=

π1

(
inf(λ(S1, . . . , Sn).([[ϕn]]ρ[S1/X1,...,Sn/Xn], . . . , [[ϕn]]ρ[S1/X1,...,Sn/Xn]

)

etc., where π1 projects a tuple onto its first component.

A fragment of MIC worth mentioning is 1MIC. It is obtained by re-
placing the syntax rule for arbitrary inflationary fixpoint by a rule for non-
simultaneous fixpoint quantifiers only: infX ← ϕ.

Example 2.6 Take the MIC formula

inf(X ← q ∨ (〈−〉tt ∧ [−](X ∧ ¬Y )), Y ← X ∧ ¬q)
This expresses uniform inevitability : the formula is satisfied in a state s of a
transition system iff there is a k ∈ N s.t. on all paths beginning in s, q holds
after k steps. No finite tree automaton recognises this language [4].

Theorem 2.7 [3] The model checking problem for MIC is PSPACE-complete.

2.4 Fixpoint Logic with Chop

Müller-Olm’s Fixpoint Logic with Chop (FLC) extends the modal µ-calculus
with a sequential composition operator [18]. This makes it possible to achieve
context-free, and because of the presence of intersection, even certain context-
sensitive effects.



Definition 2.8 Let V = {X, Y, . . .} be a set of third-order variables for func-
tions from sets of states to sets of states. Formulas of FLC are given by the
following grammar.

ϕ ::= q | ¬q | X | ϕ ∨ ϕ | ϕ ∧ ϕ | ϕ;ϕ | 〈a〉 | [a] | τ | µX.ϕ | νX.ϕ

where q ∈ P , a ∈ Σ and X ∈ V . Note that the semantics of a modal µ-
calculus formula is a predicate, a subset of the state space. In order to cope
with sequential composition, the semantics of FLC lifts the modal µ-calculus
semantics straight-forwardly to the space of monotone predicate transform-
ers. For details we refer to [18]. A game-based characterisation of the FLC
semantics has been given in [13].

Example 2.9 The following FLC formula expresses “all finite paths are of
the form ww for some w ∈ Σ∗”.

ϕ :=
∧

(a,b)∈Σ2,a6=b

ψa;ψb; 〈−〉; tt where ψx := νX.[x] ∧ [−];X; [−]

where tt := q ∨ ¬q for some q. This is based on the usual trick which shows
that the complement of the non-context-free language {ww | w ∈ Σ∗} is
context-free.

Theorem 2.10 [16,14] The model checking problem for FLC is EXPTIME-
complete.

2.5 Higher-Order Fixpoint Logic

The idea of obtaining more expressiveness by employing higher-order con-
structs has been followed consequently by Viswanathan and Viswanathan in
the introduction of Higher Order Fixpoint Logic (HFL) [23]. It is a hybrid of
the modal µ-calculus and a simply typed λ-calculus.

Types of HFL formulas are given by the grammar

τ ::= Pr | τ → τ

where the atomic type Pr stands for predicates, and function types are under-
stood canonically. Variables in HFL formulas occur either only positively, or
only negatively, or without any constraint. Thus, a variance is a σ ∈ {+,−, ?}.
The syntax of HFL is then given by the following grammar.

ϕ ::= q | ϕ ∨ ϕ | ¬ϕ | X | 〈a〉ϕ | ϕ ϕ | λXσ.ϕ | µX.ϕ

Typing rules ensure the well-formedness of formulas. For a detailed definition
of HFL including its straight-forward typing rules see the introductory paper
[23]. We also refer to this for the exact definition of the semantics which is
given through liftings of predicates to monotone higher order functions on



some set of states of a transition system. Monotonicity is guaranteed by the
typing rules: fixpoint variables may only occur positively in their defining
fixpoint body.

Example 2.11 An example of a class of properties that can be formalised in
HFL has been given by Viswanathan and Viswanathan []: assume-guarantee
properties. A state satisfies the formula νX.ϕ . νY.ψ iff for all α ∈ Ord: if s
satisfies ναX.ϕ then s also satisfies να+1Y.ψ. In other words, if we assume ϕ
to hold α many times then we must guarantee ψ at least α + 1 many times.
This property is expressed by the HFL formula

(νZ.λX.λY.(¬X ∨ Y ) ∧ Z ϕ ψ) tt ψ

where the greatest fixpoint quantifier ν is abbreviated as usual through least
fixpoints and negation.

Theorem 2.12 [15] The model checking problem for HFL is non-elementary
but elementary for every HFLk.
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Processing Letters 54 (1995), pp. 17–22.

[12] Lange, M., Model checking propositional dynamic logic with all extras, Journal
of Applied Logic ??, pp. ??–??, accepted for publication.

[13] Lange, M., Local model checking games for fixed point logic with chop, in:
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Abstract. Extensions of the description logic EL have recently been
proposed as lightweight ontology languages. The most important feature
of these extensions is that, despite including powerful expressive means
such as general concept inclusion axioms, reasoning can be carried out in
polynomial time. In this paper, we consider one of these extensions, EL+,
and introduce a refinement of the known polynomial-time classification
algorithm for this logic, which was implemented in our CEL reasoner. We
describe the results of several experiments with CEL on large ontologies
from practice, which show that even a relatively straightforward im-
plementation of the described algorithm outperforms highly optimized,
state-of-the-art tableau reasoners for expressive description logics.

1 Introduction and Motivation

The quest for tractable (i.e., polynomial-time decidable) description logics (DLs),
which started in the 1980s after the first intractability results for DLs were shown
[5, 18], was until recently restricted to DLs extending the basic language FL0,
which allows for conjunction (u) and value restrictions (∀r.C). The main reason
was that, when clarifying the logical status of property arcs in semantic networks
and slots in frames, the decision was taken that arcs/slots should be read as value
restrictions rather than existential restrictions (∃r.C).

Unfortunately, as soon as terminologies (also called TBoxes or DL ontologies)
were taken into consideration, tractability turned out to be unattainable in FL0:
even classifying the simplest form of TBoxes that admit only acyclic concept
definitions was shown to be coNP-hard [19]. If the most general form of TBoxes
is admitted, which consists of general concept inclusion axioms (GCIs) supported
by all modern DL systems, then classification in FL0 even becomes ExpTime-
complete [2].

For these reasons, and also because of the need for expressive DLs in appli-
cations, from the mid 1990s on, the DL community has mainly given up on the
quest of finding tractable DLs. Instead, it investigated more and more expres-
sive DLs, for which reasoning is worst-case intractable. The goal was then to find
practical reasoning procedures, i.e., algorithms that are easy to implement and
optimize, and which—though worst-case exponential or even worse—behave well
in practice (see, e.g., [17]). This line of research has resulted in the availability of



highly optimized DL systems for expressive DLs based on tableau algorithms [14,
10], and successful applications: most notably the recommendation by the W3C
of the DL-based language OWL [16] as the ontology language for the Semantic
Web.

Recently, the choice of value restrictions as a sine qua non of DLs has been
reconsidered. On the one hand, it was shown that the DL EL, which allows for
conjunction and existential restrictions, has better algorithmic properties than
FL0. Classification of both acyclic and cyclic EL TBoxes is tractable [1], and
this remains so even if general TBoxes with GCIs are admitted [6]. On the other
hand, there are applications where value restrictions are not needed, and where
the expressive power of EL or small extensions thereof appear to be sufficient.
In fact, SNOMED, the Systematized Nomenclature of Medicine, employs EL
with an acyclic TBox [23]. Large parts of the Galen medical knowledge base can
also be expressed in EL with GCIs and transitive roles [21]. Finally, the Gene
Ontology [7] can be seen as an acyclic EL TBox with one transitive role.

The tractability results for EL together with the bio-medical applications
mentioned above have motivated our research on extensions of EL: the leitmo-
tif for this research was to extend EL as far as possible by adding standard
DL constructors available in ontology languages like OWL, while still retaining
polynomial-time reasoning in the presence of GCIs. This has resulted in the
tractable DL EL++ [2], which includes transitive roles, so-called right-identities
[23] on roles, nominals (and thus ABoxes), and disjointness constraints on con-
cepts. The purpose of the research presented in the present paper was to evaluate
whether or not the polynomial-time algorithms for reasoning in EL and its ex-
tensions are suitable as a basis for implementing a DL reasoning system that can
handle large bio-medical ontologies, and whether such a reasoner outperforms
existing high-optimized DL reasoners for expressive DLs.

At first sight, one might think that a polynomial-time algorithm is always
better suited for implementation than worst-case exponential-time algorithms
such as the ones underlying modern DL reasoners. However, due to the plethora
of sophisticated optimization techniques that have been developed for tableau
algorithms over the last decade [15], it is far from obvious whether a straight-
forward implementation of the polynomial-time algorithm can compete with
highly-optimized implementations of tableau algorithms. A case in point is our
experience with implementing the polynomial-time classification algorithms for
cyclic EL TBoxes introduced in [1]: direct implementations of both the algorithm
for subsumption w.r.t. descriptive semantics (based on a reduction to satisfiabil-
ity of propositional Horn formulae [9]) and the algorithm for subsumption w.r.t.
greatest fixpoint semantics (based on computing the greatest simulation on a
graph [11]) did not lead to satisfactory results on the Gene Ontology [24].

In this paper, we consider a restriction of the polynomial-time classification
algorithm for EL++ [2] to the fragment EL+ of EL++. This fragment differs
from EL++ in that nominals and the bottom concept are disallowed. The reason
for considering this fragment was that none of the bio-medical ontologies men-
tioned above use nominals or the bottom concept. We describe a refined version



of this algorithm that is tailored toward implementation. The purpose of this
refinement is to remove an obvious obstacle for efficient implementation of the
algorithm as given in [2]: the uninformed, brute-force search for applicable com-
pletion rules. With (almost) no further optimizations, we have implemented the
refined algorithm in our CEL (Classifier for EL) reasoner. We have performed
several experiments to compare the performance of CEL with the performance
of state-of-the-art DL systems based on tableau algorithms. It turns out that
CEL can compete with modern DL systems and often outperforms them. We
view these results as a serious encouragement for further research into optimized
implementations of DL reasoners based on polynomial-time algorithms for the
EL family of DLs.

2 The Description Logic EL+

In DLs, concept descriptions are inductively defined with the help of a set of
constructors, starting with a set NC of concept names and a set NR of role
names. EL+ concept descriptions are formed using the constructors shown in
the upper part of Table 1. An EL+ ontology is a finite set of general concept
inclusions (GCIs) and role inclusions (RIs), whose syntax is shown in the lower
part of Table 1.

The semantics of EL+ is defined in terms of interpretations I = (∆I , ·I),
where the domain ∆I is a non-empty set of individuals, and the interpretation
function ·I maps each concept name A ∈ NC to a subset AI of ∆I and each role
name r ∈ NR to a binary relation rI on ∆I . The extension of ·I to arbitrary
concept descriptions is inductively defined as shown in the semantics column of
Table 1. An interpretation I is a model of an ontology O if, for each inclusion
in O, the conditions given in the semantics column of Table 1 are satisfied.

Name Syntax Semantics

top > ∆I

conjunction C uD CI ∩DI

existential restriction ∃r.C {x ∈ ∆I | ∃y ∈ ∆I : (x, y) ∈ rI ∧ y ∈ CI}

general concept inclusion C v D CI ⊆ DI

role inclusion r1 ◦ · · · ◦ rn v s rI1 ◦ · · · ◦ rIn ⊆ sI

Table 1. Syntax and semantics of EL+.

One main use of GCIs in EL+ is to give definitions of concept names in
terms of complex concept descriptions. Therefore, we introduce concept defini-
tions A ≡ C, with A a concept name, as an abbreviation for the two GCIs
A v C and C v A. Intuitively, C describes the necessary and sufficient condi-
tions for being an instance of A. GCIs of the form A v C, with A a concept



Pericardium v Tissue u ∃contained-in.Heart

Pericarditis v Inflammation u ∃has-location.Pericardium

Inflammation v Disease u ∃acts-on.Tissue

Heartdisease
.
= Disease u ∃has-location.Heart

Heartdisease v ∃has-state.NeedsTreatment

has-location ◦ contained-in v has-location

Fig. 1. An example EL+ ontology.

name, are called primitive concept definitions.1 They give only necessary (but
no sufficient) conditions for being an instance of A. In DL, a finite set of GCIs is
commonly called a general TBox, and a finite set of (possibly primitive) concept
definitions with unique left-hand sides is called a TBox. We call a TBox primi-
tive if it contains only primitive concept definitions and acyclic if there are no
concept names A0, . . . , An−1 such that A(i+1) modn occurs on the right hand of
the (possibly primitive) concept definition of Ai, for all i < n.

It is worthwhile to note that the role inclusions available in EL+ generalize
a number of standard expressive means: role inclusions of the form r v s are
commonly called role hierarchies; transitivity of a role r can be expressed by
writing r◦r v r; finally, RIs can express right-identity rules r◦s v r, which play
an important role in medical ontologies [23]. An example ontology formulated
in EL+ can be found in Figure 1, where all uppercase words are concept names,
and all lowercase words are role names.

The basic inference problem for DL concept descriptions is concept subsump-
tion: a concept C is subsumed by a concept D w.r.t. an ontology O (written
C vO D) if CI ⊆ DI in every model I of O. The basic inference problem for
DL ontologies is classification: compute the subsumption hierarchy of all concept
names occurring in the ontology O. In our example ontology, it is not hard to see
that Pericarditis is classified as Heartdisease (i.e., Pericarditis vO Heartdisease),
and thus needs treatment.

3 Classifying an EL+ Ontology

A polynomial-time algorithm for classification in EL with GCIs and role hier-
archies has been proposed in [6], and this algorithm was extended to the more
powerful DL EL++ in [2]. We introduce the restriction of the algorithm from [2]
to EL+, and then propose a refined version for implementation purposes.

Both in tableau-based DL systems and in earlier DL systems based on struc-
tural subsumption algorithms, the subsumption hierarchy is computed by per-
forming multiple subsumption tests. In addition to optimizing the single sub-
sumption tests, such systems can also be optimized by trying to minimize the

1 despite not actually defining anything.



number of subsumption tests needed to compute the whole hierarchy [3]. In con-
trast, the classification algorithm in [2] simultaneously computes the subsump-
tion relationships between all pairs of concept names in the input ontology.

To classify an ontology, the algorithm first transforms it into normal form,
which requires that all GCIs and RIs are of one of the forms shown in the left part
of Figure 2. By introducing new concept and role names and applying a number
of straightforward rewriting rules, any EL+ ontology O can be transformed into
a normalized one such that subsumption between the concept names occurring
in O is preserved. The normalization can be carried out in linear time, yielding
an ontology whose size is linear in the size of the original one [2, 24].

Normal Form Completion Rules

A v B CR1 If A ∈ S(X), A v B ∈ O, and B /∈ S(X)
then S(X) := S(X) ∪ {B}

A1 uA2 v B CR2 If A1, A2 ∈ S(X), A1 uA2 v B ∈ O, and B /∈ S(X)
then S(X) := S(X) ∪ {B}

A v ∃r.B CR3 If A ∈ S(X), A v ∃r.B ∈ O, and (X,B) /∈ R(r)
then R(r) := R(r) ∪ {(X,B)}

∃r.A v B CR4 If (X,Y ) ∈ R(r), A ∈ S(Y ), ∃r.A v B ∈ O, and B /∈ S(X)
then S(X) := S(X) ∪ {B}

r v s CR5 If (X,Y ) ∈ R(r), r v s ∈ O, and (X,Y ) /∈ R(s)
then R(s) := R(s) ∪ {(X,Y )}

r ◦ s v t CR6 If (X,Y ) ∈ R(r), (Y,Z) ∈ R(s), r ◦ s v t ∈ O,
and (X,Z) /∈ R(t)

then R(t) := R(t) ∪ {(X,Z)}

Fig. 2. Normal Form and Completion Rules

For the rest of this section, we assume without loss of generality that the
input ontology O is in normal form. Let NCO be the set of all concept names
occurring in O including >, and NRO be the set of all role names occurring in
O. The algorithm computes

– a mapping S assigning to each element of NCO a subset of NCO, and
– a mapping R assigning to each element of NRO a binary relation on NCO.

The intuition is that these mappings make implicit subsumption relationships
explicit in the sense that B ∈ S(A) implies A vO B, and (A,B) ∈ R(r) implies
A vO ∃r.B. The mappings are initialized by setting S(A) := {A,>} for each
A ∈ NCO and R(r) := ∅ for each r ∈ NRO. Then the sets S(A) and R(r) are
extended by applying the completion rules shown in the right part of Figure 2
until no more rule applies. The algorithm has been proved sound and complete
in [2], i.e., after termination we have B ∈ S(A) iff A vO B, for all concept



names A,B occurring in O. It has also been proved that the algorithm always
terminates in time polynomial in the size of the input ontology.

One of the main problems to be solved when implementing the described
algorithm is to develop a good approach for finding the next rule to be applied.
If this is realized by a näıve brute-force search for applicable completion rules,
then one cannot expect an acceptable runtime behavior on large inputs. As a
solution to this problem, we propose a refined version of the algorithm, which
is inspired by the linear-time algorithm for satisfiability of propositional Horn
formulas proposed in [9]. This version uses a set of queues, one for each concept
name appearing in the input ontology, to guide the application of completion
rules. Intuitively, the queues list modifications to the data structure (i.e. to the
sets S(A) and R(r)) that still have to be carried out. The possible entries of the
queues are of the form

B, B → B′, and ∃r.B

with B and B′ concept names, and r a role name. The entry B ∈ queue(A)
means that the concept name B has to be added to S(A). Similarly, B → B′ ∈
queue(A) means that B′ has to be added to S(A) if S(A) already contains B,
and ∃r.B ∈ queue(A) means that (A,B) has to be added to R(r). The fact that
such an addition triggers other rules will be taken into account by appropriately
extending the queues when the addition is performed.

To facilitate describing the manipulation of the queues, we view the (normal-
ized) input ontology O as a mapping Ô from concepts to sets of queue entries
as follows: for each concept name A (including the case A = >), Ô(A) is the
minimal set of queue entries such that

– if A v B ∈ O, then B ∈ Ô(A);
– if A uA′ v B ∈ O or A′ uA v B ∈ O, then A′ → B ∈ Ô(A);
– if A v ∃r.B ∈ O, then ∃r.B ∈ Ô(A).

Likewise, for each concept ∃r.A, Ô(∃r.A) is the minimal set of queue entries such
that, if ∃r.A v B ∈ O, then B ∈ Ô(∃r.A).

Now, we can describe how the queues are used: since the sets S(A) are ini-
tialized with {A,>}, we initialize queue(A) with Ô(A) ∪ Ô(>), i.e., we add to
the queues the immediate consequences of being an instance of A and >. Then,
we repeatedly fetch (and thereby remove) entries from the non-empty queues
and process them using the procedure process displayed in Figure 3. To be more
precise, process(A,X) is called when we are currently treating the concept name
A, and X is the next element on queue(A). Observe that the second if-clause
implements CR1 and (part of) CR4, the first if-clause is a pre-processing step ad-
dressing the CR2 rule and delegating the real work to the second if-clause, and
the third if-clause implements CR3, (the other part of) CR4, as well as CR5 and
CR6. The procedure process-new-edge(A, r,B) handles the effects of adding a new
pair (A,B) to R(r). The notation v∗O used in its top-most for-loop stands for
the reflexive-transitive closure of the role hierarchy statements.



procedure process(A,X)
begin

if X = B → B′ then
if B ∈ S(A) then

continue with X := B′;
else return; {do nothing}

if X is a concept name and X /∈ S(A) then
S(A) := S(A) ∪ {X};
queue(A) := queue(A) ∪ Ô(X);
for all concept names B and role names r with (B,A) ∈ R(r) do

queue(B) = queue(B) ∪ Ô(∃r.X);
if X is an existential restriction ∃r.B and (A,B) /∈ R(r) then

process-new-edge(A, r,B)
end;

procedure process-new-edge(A, r,B)
begin

for all role names s with r v∗O s do
R(s) := R(s) ∪ {(A,B)};
queue(A) := queue(A) ∪

⋃
{B′|B′∈S(B)} Ô(∃s.B′);

for all concept names A′ and role names t, u with
t ◦ s v u ∈ O and (A′, A) ∈ R(t) and (A′, B) 6∈ R(u) do
process-new-edge(A′, u,B);

for all concept names B′ and role names t, u with
s ◦ t v u ∈ O and (B,B′) ∈ R(t) and (A,B′) 6∈ R(u) do
process-new-edge(A, u,B′);

end;

Fig. 3. Processing the queue

Queue processing is continued until all queues are empty. Observe that the
refined algorithm need not perform any search to check which completion rules
are applicable. It can be proved that the refined algorithm is still sound and
complete, and that it terminates in polynomial time.

4 Implementation and Evaluation

Modern DL reasoners are usually based on tableau-based subsumption algo-
rithms [4]. Although such algorithms are exponential in the worst case, the de-
velopment of a whole plethora of sophisticated optimization techniques has led
to a quite good runtime behavior in practice. In this section we will show that,
nevertheless, even a relatively näıve implementation of the refined algorithm de-
scribed above can compete with, and even outperform, modern tableau-based
DL systems.

We have implemented the refined algorithm described in the previous section
in the CEL reasoner. CEL is written in Common LISP and accepts input based



on a small extension of the KRSS syntax [20]. For details about the use of the
system, refer to the CEL manual.2 To test whether CEL can compete with modern
tableau-based reasoners, we have conducted a number of experiments based on
three important bio-medical ontologies: the Gene Ontology (Go) [7], the Galen
medical knowledge base (Galen) [21], and the Systematized Nomenclature of
Medicine (Snomed) [8].
Go. The Gene Ontology provides a controlled vocabulary to describe gene and
gene product attributes in any organism. It currently consists of 16,803 con-
cepts and a single, transitive role “part-of”. The original distribution of Go

used a frame-like formalism without formal semantics. For example, the concept
Polarisome is described as follows:

[Term]
id: GO:0000133
name: polarisome
namespace: cellular component
def: "Protein complex playing a role in determining cell polarity"
is a: GO:0043234 ! protein complex
relationship: part of GO:0005938 ! cell cortex
relationship: part of GO:0030427 ! site of polarized growth

The most natural approach to translate Go concept definitions into an EL+

ontology is to use primitive concept definitions. For example, the above Go

concept would be defined as

GO0000133 v GO0043234 u ∃part of.GO0005938 u ∃part of.GO0030427.

This translation gives us OGo

prim, an acyclic, primitive TBox with one role in-
clusion part of ◦ part of v part of. It coincides with the OWL version of Go

contained in recent distributions of the gene ontology. However, as an ontology
for testing DL systems, OGo

prim is not well-suited since it is too simple. Actually,
computing subsumption in an acyclic, primitive TBox is relatively easy: it sim-
ply means computing the transitive closure over the explicitly told subsumption
relationships. In the above example, GO0000133 v GO0043234 is such an explicit
relationship. It should be noted however, that neither tableau-based systems nor
our implementation directly use this fact.

To obtain an ontology based on Go that is harder to classify, we also consider
the translation of Go into non-primitive concept definitions, i.e., the above Go

concept would be defined as

GO0000133 ≡ GO0043234 u ∃part of.GO0005938 u ∃part of.GO0030427.

The result OGo

def is an acyclic TBox with the same additional role inclusion as
above. In OGo

def , subsumption cannot be computed as the transitive closure of
told subsumptions. However, OGo

def is a relatively unusual ontology: due to the

2 The CEL reasoner and the manual are available at
http://lat.inf.tu-dresden.de/systems/cel



assumption that concept definitions also provide sufficient conditions, which has
not been intended by the Go developers, there are large groups of concepts that
turn out to be equivalent (i.e., subsume each other).

Galen. This ontology aims to promote the sharing and re-use of medical data.
It was originally formulated in the language Grail and has been translated into
description logic by Ian Horrocks [12]. In that translation, Galen is formulated
in EL extended with GCIs, role hierarchies, transitive roles, functional roles, and
inverse roles. Since EL+ and CEL do not support inverse roles and functional
roles, we have removed inverse role axioms and treat functional roles as ordinary
ones. In this way, we obtain the EL+ ontology OGalen that contains 1,214 GCIs
as well as 2,041 primitive and 699 non-primitive concept definitions. It refers
to 413 roles, of which 26 are declared transitive. Moreover, there are 412 role
hierarchy axioms.

Snomed is the systematized nomenclature of medicine, a standardization of
medical terminology used in the health systems of the US and the UK. The cur-
rent version of Snomed comprises 379,691 concept and 52 role names. Snomed

is formulated as an acyclic EL TBox that contains 38,719 concept definitions
and 340,972 primitive concept definitions. There are no transitive roles,3 but
11 role hierarchy statements and one right-identity rule of the form r ◦ s v r.
This gives us the ontology OSnomed. To get a smaller version of Snomed that
can be handled by standard DL reasoners, we also consider the fragment that
is obtained by keeping only the non-primitive concept definitions. We call the
resulting ontology OSnomed

core .

The CEL reasoner reads the input ontology, converts each concept definition
(if any) into a pair of GCIs, normalizes the resulting ontology, and then starts
the refined algorithm described in the previous section. When performing ex-
periments with the initial version of CEL, we found that it could classify only
the ontologies OGo

prim, OGalen, and OSnomed

core , but not OGo

def and OSnomed. In the
latter two cases, the problem is that the data structures become too big due to
too many computed subsumption relationships. A more careful analysis revealed
that the problem has different origins for the two ontologies. In the case of OGo

def ,
the many subsumption relationships are due to the presence of large groups of
equivalent concepts: this is problematic as n equivalent concepts give rise to n2

subsumption relationships. In addition, if there is a subsumption between two
equivalence classes of size n and m, then we must store n ·m subsumption rela-
tionships. In the case of OSnomed, many additional concept names are introduced
during the normalization phase, for which we also compute all subsumption re-
lationships. These observations led us to adopting the following improvements
of the original implementation.
Synonyms identification. Told synonyms are concept names A,B that are ex-
plicitly stated to be equivalent by a concept definition A ≡ B. We improved
3 Actually, Snomed needs transitive roles, but since the commercial reasoner used by

the developers cannot handle transitivity, they have simulated it in an incomplete
way using the approach described in [22].



the algorithm by choosing and keeping only a single representative for each
equivalence class of told synonyms. All the dropped synonyms are stored in a
cost-effective union-find data structure to allow the identification of their repre-
sentative. This is needed for answering subsumption queries that involve dropped
synonyms. The removal of synonyms reduces the number of concept names by
more than half in the case of OGo

def and enables classification of this ontology by
CEL.
Improved normal form. Here, the goal is to reduce the number of additional
concept names introduced through normalization. This is achieved in two ways.
First, the purpose of additional concept names introduced during normalization
is to replace complex concept descriptions in GCIs. The general pattern is that
we introduce a concept name A as replacement for a complex concept C, and
then add one of A v C and A w C to the ontology, depending on whether
C was replaced on the left-hand side or on the right-hand side of a GCI. In
the improved normalization, we keep track of the concept descriptions C for
which an abbreviation has already been introduced, and avoid the introduction
of multiple concept names for the same concept description.

Second, in the improved normal form we admit n-ary conjunction on the
left-hand side of GCIs, thus avoiding the introduction of n − 1 concept names
for each left-hand side n-ary conjunction. Of course, the Completion Rule CR2

has to be generalized accordingly:

CR2 If A1, . . . , An ∈ S(X), A1 u · · · uAn v B ∈ O, and B /∈ S(X)
then S(X) := S(X) ∪ {B}

Also, queue entries of the form B → B′ are now replaced by the more gen-
eral entries B1, · · · , Bn → B′ with the obvious meaning. It is straightforward
to generalize the process function given in Figure 3 to the new type of queue
entries. These two modifications had a drastic effect when normalizing OSnomed:
whereas the original normalization approach introduced 401,830 new concepts,
the improved one introduced “only” 114,658. We have compared the perfor-

OGo

prim OGo

def OGalen OSnomed

core OSnomed

No. of CDefs. 0 16,803 699 38,719 38,719

No. of PCDefs. 16,803 0 2041 0 340,972

No. of GCIs 0 0 1214 0 0

No. of role axioms 1 1 438 0 12

|CNO| 16,806 16,806 2,740 53,234 379,691

|RNO| 1 1 413 52 52

CEL 25 10,833 16 1,360 12,772

FaCT 117 11 19 unattainable unattainable

RACER 36 unattainable 25 84,917 unattainable

Table 2. Benchmarks and Evaluation Results



mance of CEL with two of the most advanced tableau-based reasoning systems:
FaCT (v2.32.17) and RACER (v1.7.6). Both systems implement expressive DLs in
which subsumption is ExpTime-complete. All experiments have been performed
on a PC with 2.4GHz Intel Pentium 4 processor and 2GB memory running Red-
Hat Linux 7.2. In the case of Galen, for the sake of fairness also FaCT and
RACER have been used with the restricted version of Galen that includes nei-
ther functional nor inverse roles. In the case of Snomed, the right-identity rule
was passed to CEL, but not to FaCT and RACER, as the latter do not support
right identities.

The results of our experiments are summarized in the lower part of Table 2,
where unattainable means that the reasoner failed due to exhaustion of memory.
Notably, CEL outperforms both FaCT and RACER in all benchmarks except
OGo

def , where FaCT needs only 11 seconds (we currently have no explanation for
the good behavior of FaCT on OGo

def ). Moreover, CEL was the only reasoner that
was able to classify the whole Snomed ontology.4

5 Conclusion

We have proposed a refined classification algorithm for the description logic
EL+, implemented it in the CEL reasoner, and then used CEL to show that even
a relatively straightforward implementation of this algorithm can compete with,
and usually even outperform, highly optimized tableau-based DL reasoners. We
view this result as a strong argument for the use of tractable DLs, provided that
their expressive power is sufficient for the application in question. We also be-
lieve that, when more powerful optimization techniques are developed, reasoners
based on the refined algorithm presented in this paper can be made much more
efficient than our current implementation CEL. Such additional optimizations
may include the following:

Currently, we explicitly compute and store all the subsumption relationships
between concepts names, rather than just computing and storing the Hasse-
diagram of the subsumption hierarchy, as done by the other DL systems. Stor-
ing only the Hasse-diagram will definitely save space, but it is not yet clear
how much time overhead (for computing subsumption relationships from this
representation) this will cause.

Closely related to the previous point is the question whether we can use
the well-known techniques for avoiding calls to the subsumption algorithm used
by other DL systems while computing the Hasse-diagram (see [3]). With the
current algorithm, this does not really make sense since a single call to our sub-
sumption algorithm already computes the whole hierarchy. Thus, one must first
modify our classification algorithm into a goal-directed subsumption algorithm
that checks, with minimum efforts, only whether two given concept names are
in a subsumption relationship.
4 We have recently heard that the optimizations described in [13] have the effect that

FaCT++ is now also capable of classifying OSnomed. We were, however, not yet able
to verify this claim with the version of FaCT++ available for download.



Another technique used by other DL systems is to determine some obvious
(non-)subsumption relationships (such as told subsumers) before calling the ac-
tual subsumption algorithm. It is not clear yet how this kind of information
can be used in our type of algorithm, but one could try to adopt the approach
described in [13].

As shown by our experiments, the reduction of the number of concept names
is a crucial issue for the efficiency of our algorithm. Therefore, any techniques
that make such a reduction is promising candidates for further optimizations. It
is clear that the two simple optimizations described in this paper can further be
improved, but there may also be other, more sophisticated approaches to reduce
the number of concepts to be considered.

Finally, we plan to extend our implementation CEL to the description logic
EL++ [2].
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Abstract. We propose a query answering technique applicable to a wide
family of cyclic conjunctive queries with one distinguished variable. It
exploits the fact that, given such a query, one can build in linear time a
concept of some Description Logic (DL) such that to answer the query
w.r.t. any knowledge base (KB) is the same as to find all instances of that
concept. Notably, the method is uniform: the concept does not depend
on a KB and even on a DL in which the KB is formulated. Thus, for these
conjunctive queries, the problem of query answering is reduced to concept
instance retrieval, which in turn is reducible to KB (un)satisfiability. The
technique presented here is based on the modal correspondence theory
(and close relationship between modal and description logics) and can
be regarded as a practical application of that theory.

1 Introduction

Description Logics are family of knowledge representation formalisms closely re-
lated to first-order and modal logics. Most of them can be viewed as decidable
fragments of the first-order logic. Their complexity was thoroughly investigated,
and practical reasoning algorithms were designed (e.g., [9, 11, 14]) and imple-
mented as highly optimised reasoning systems, e.g., Racer [7], FaCT [8], and
Pellet [18]. Typical reasoning services provided by these systems are checking
KB satisfiability, concept subsumption (and building a taxonomy, i.e., a com-
puting subsumption relationships between all concept names occurring in a KB),
concept instances retrieval etc. (see [1, Chap. 8] for an overview).

Among reasoning tasks, querying is a fundamental mechanism for extract-
ing information from a KB. Two most important reasoning services involving
queries—query answering and query containment, also called subsumption—
were extensively explored [3–6, 10, 12, 17], but have not got a complete solution.
A typical obstacle is the presence of cycles in a query (cf. [6]). In general, query
containment and answering are reducible to each other and are at least as hard
as concept subsumption or satisfiability problems (whence their lower complex-
ity bounds). However, to the best of our knowledge, no tight upper bounds for
their complexity are obtained so far. To illustrate the situation, recall that the
Description Logic SHIQ is known to be ExpTime-complete [11]. At the same



time, the complexity of query answering over SHIQ KBs is shown in [5] to be
3coNExpTime, if a KB has no transitive roles, and 4coNExpTime otherwise.

In this paper, we concentrate on the query answering problem. We show that
that for a wide family of conjunctive queries (with one distinguished variable) one
can build in linear time a concept (usually, in a very simple DL) whose instances
are exactly the answers to the query (w.r.t. any KB). As a consequence, within
this family, the query answering problem is reduced to concept instance retrieval,
which in turn is reducible to KB unsatisfiability. Note that the reduction is
applicable to many cyclic queries, and the resulting concept is not in general
equivalent to the query. The technique presented here is based on the modal
correspondence theory; this theory explores the relation between the properties
of frames expressible in modal and first-order languages.

To illustrate the method, consider the following instance retrieval request:
KB |= a: (¬X t∃R.X), where the concept name X does not occur in the knowl-
edge base KB. The task is to find all individuals a (called constants in first-order
logic) occurring in KB that belong to the concept ¬X t ∃R.X in any model
of KB. It is not hard to show that exactly thos individuals a will be retrieved that
satisfy (in all models of KB) the condition aRa. Hence, the concept ¬X t ∃R.X
can be used for answering the cyclic query q(x) ← xRx. Similarly, the request
KB |= a: (¬∃R.X t ∃S.X), where X does not occur in KB, returns exactly those
individuals a that are answers of the query q(x) ← ∃y(xRy ∧ xSy). Thus, con-
cepts involving fresh concept names can be used to compute the answers of even
cyclic queries.

Now recall from modal logic that the formula p→ ♦p is valid at a point e of a
frame iff this point is reflexive, i.e., eRe holds. Similarly, the formula �Rp→ ♦Sp
is valid at a point e iff there is a point d such that eRd and eSd holds, i.e.,
e satisfies the first-order condition α(x) := ∃y(xRy ∧ xSy). Comparing this with
the above observations, we can generalise it as follows: whenever the validity of
a modal formula at a point of a frame is equivalent to some first-order condition
(and this condition has the form of conjunctive query), we can use this fact
for query answering. This is the main result of this paper (Theorem 7), and an
open question is whether the converse implication holds. An important feature
of this approach is its uniformity: a concept used to answers a query is not only
independent of a KB against which the query is answered, but also independent
of a DL in which a KB is formulated. Therefore, extending the expressivity
of a DL does not destroy our query answering algorithm (in contrast to other
approaches where, e.g., introducing transitive roles can invalidate an algorithm).

In the next section we recall some notions concerning DLs and query an-
swering. Section 3 contains the main theorem of the paper, which enables us to
transfer results from modal correspondence theory to query answering. As an
application, Sect. 4 and 5 present two families of queries that can be handled by
this approach. As a by-product, in Sect. 5 we obtain an (at least syntactic) ex-
tension to the well-known in modal logic Sahlqvist theorem. Numerous examples
of queries captured by this technique are shown in Sect. 6. We give conclusions
and an outlook in Sect. 7. An Appendix contains all the proofs.



>I = ∆I {a}I = {aI} (C uD)I = CI ∩DI

(¬C)I = ∆I \ CI (R−)I = {〈e, d〉 | 〈d, e〉 ∈ RI}
(>n R.C)I = { e ∈ ∆I | #{d ∈ CI : 〈e, d〉 ∈ RI}> n }

Fig. 1. Semantics for Description Logics.

2 Preliminaries

First let us recall the notions related to the DL ALC and its extensions.

Definition 1. (Syntax) The vocabulary consists of finite sets of concept names
CN, role names RN, and individual names IN (also called as constants). Concepts
of the logic ALC are defined by the following syntax:

C ::= > | A | ¬C | C uD | ∃R.C,

where A is a concept name, R a role name, and C and D are concepts. Other
connectives are taken as customary abbreviations, e.g., (C tD) := ¬(¬C u ¬D),
(C → D) := ¬(C u ¬D), ⊥ := ¬>, ∀R.C := ¬∃R.¬C.

A terminology (or a TBox) T is a finite set of axioms of the form C v D,
where C,D are arbitrary concepts. An ABox A is a finite set of assertions of
the form a:C and aRb, where a, b ∈ IN, C is a concept and R a role. Finally, a
knowledge base KB = 〈T ,A〉 consists of a TBox T and an ABox A.

Appending the letters I, Q, O, or H to the name of the logic refers to the
following syntax extensions:

I: inverse roles: if R is a role, then R− is a role;
Q: qualified number restrictions: if R is a role, C a concept, and n > 0, then

(>nR.C) is a concept; then we can use an abbreviation ∃R.C := (>1R.C);
O: nominals: if a ∈ IN, then {a} is a concept;
H: role hierarchy : axioms of the form R v S are allowed in a TBox.

Replacing ‘ALC’ with ‘S’ in the name of a logic refers to allowing transitive
roles, i.e., axioms of the form Trans(R) in a TBox. To maintain decidability,
in presence of S, H, and Q together, the restriction is imposed on the concept
syntax: expressions of the form (>nR.C) are regarded as well-formed concepts
only if the role R has no transitive subroles w.r.t. given TBox (cf. [9]).

Definition 2. (Semantics) An interpretation I = (∆I , ·I) consists of non-
empty domain ∆I and an interpretation function ·I that maps:

– each constant a ∈ IN to an element aI ∈ ∆I ,
– each concept name C ∈ CN to a subset CI ⊆ ∆I ,
– each role name R ∈ RN to a binary relation RI ⊆ ∆I ×∆I ;

and is extended to all concepts and roles by inductive clauses shown in Fig. 1. The
unique name assumption (UNA) is customary made, i.e., only interpretations
mapping distinct constants to distinct elements of the domain∆I are considered.



An interpretation I satisfies an axiom C v D, R v S, or Trans(R) resp., if
CI ⊆ DI , RI ⊆ SI , or the relation RI is transitive, resp.; I satisfies an assertion
a:C or aRb if aI ∈ CI or 〈aI , bI〉 ∈ RI , resp. An interpretation is a model of a
knowledge base if it satisfies all its TBox axioms and ABox assertions. The fact
‘I satisfies Φ’ is written as I |= Φ. A knowledge base KB entails Φ (written as
KB |= Φ) if, for all models I of KB, we have I |= Φ.

Definition 3. (Queries) A conjunctive query is an expression of the form1

q(~x) ← t1(~x, ~y) ∧ . . . ∧ tn(~x, ~y),

where ~x, ~y are tuples of (distinguished , resp., non-distinguished) variables, and
each atom ti(~x, ~y) is of the form w:C (concept atom) or wRz (role atom), where
C is a concept, R a role, and w, z are either variables from ~x, ~y or constants. The
arity of a query q(~x) is the number of its distinguished variables: ar(q) := |~x|.
Queries of arity 1 are called unary. Given an interpretation I = 〈∆, ·I〉, a query
q of arity m is interpreted as follows:

qI := { ~e ∈ ∆m | I |= ∃~y ( t1(~e, ~y) ∧ . . . ∧ tn(~e, ~y) ) }.

The answer set of a query q(~x) w.r.t. a knowledge base KB is defined as the set
of tuples of constants satisfying the query q in all models of KB:

ansKB(q) := { ~a ∈ IN | KB |= q(~a) }.

Note that the answer set is always finite: | ansKB(q)| 6 |IN|ar(q), and corre-
sponds, in a model I of KB, to a subset (a named part) of qI , i.e., the inclusion
ansKB(q)I ⊆ qI always holds.

It is worth saying that the query answering problem is closely related to the
query subsumption problem addressed by many researches [3, 10]. Recall that
a query q(~x) subsumes a query q′(~x) w.r.t. a KB (written as KB |= q w q′) if
qI ⊇ q′I holds for every model I of KB. In fact, these two reasoning problems
are reducible to each other. Indeed, a tuple ~a belongs to the answer set of q(~x)
iff the subsumption KB |= > v q(~a) holds. Conversely, given a subsumption
KB |= q(~x) v q′(~x) to be tested, let ~y be the list of non-distinguished variables
in q(~x). Then we introduce tuples of fresh constants ~ax and ~ay corresponding to
~x and ~y, resp., and define the canonical ABox Aq for q as the set of atoms of
q(~x) with constants ~ax and ~ay substituted for variables ~x and ~y:

if q(~x) =
∧n

i=1 ti(~x, ~y) then Aq := { ti( ~ax, ~ay) | 1 6 i6 n }.

Then it is not hard to show that KB |= q v q′ iff the tuple ~ax belongs to the
answer set of q′(~x) w.r.t. the knowledge base KB ∪Aq, i.e., KB ∪Aq |= q′( ~ax).

1 The existential quantifier ∃~y in front of the r.h.s. of the query is customary omitted
(and so we did), though implicitly assumed, as follows from the semantics below.



3 Queries answered by concepts

In the remainder of the paper, we will be concerned with unary queries only.
The traditional query answering algorithms are usually based on the so called
rolling-up technique (see [17] for definitions). In its basic form, when applied
to a unary query q(x), it can be viewed as a method of building a concept C
that is equivalent to q(x) (in the sense that qI = CI for all models I of KB),
so that to answer the query q(x) is the same as to retrieve all instances of the
concept C. However, the equivalence of a concept C to a query q(x) is sufficient,
but not necessary for query answering purposes. Moreover, a rather simple query
q(x)← xRx is not equivalent to anyALC-concept; this can be easily shown using
the tree model property for ALC. Rolling-up techniques work particularly good
for tree-like queries, but face certain problems when applied to cyclic ones (see,
e.g., [6]). To overcome these difficulties, we introduce the following main notion
of our paper.

Definition 4. A unary query q(x) is answered by a concept C (written as
q(x) ≈ C) if q(x) and C (considered as a query x:C) have the same answer
sets w.r.t. any knowledge base KB: ansKB(q) = ansKB(x:C). In other words,
q(x) ≈ C iff, for any KB and any a ∈ IN, we have: KB |= q(a) ⇔ KB |= a:C.

Notice the quantification over any KB in this definition. Strictly speaking, we
should formulate the definition as follows: a query q(x) is answered by a concept
C over a description logic L if ansKB(q) = ansKB(x:C) for any KB formulated
in the logic L. However, we will not complicate the matters in this way, since
all the results in our paper will have the form: a certain query q(x) is answered
by a concept C over any DL L (at least containing the syntax necessary for
formulating C and q) and even over any first-order theory etc. The following
lemma will be useful for us later.

Lemma 5. If the queries q1(x)← α(x, ~y) and q2(x)← β(x, ~z) are answered by
concepts C and D, resp., and ~y, ~z are disjoint lists of non-distinguished variables,
then the query q(x)← α(x, ~y) ∧ β(x, ~z) is answered by the concept C uD.

Proof. Follows from: ∃~y ∃~z (α(x, ~y) ∧ β(x, ~z)) ≡ ∃~y α(x, ~y) ∧ ∃~z β(x, ~z). a
Our task is to determine what kind of queries can be answered by concepts

and when these concepts can be found efficiently (and preferably in the same
language as the query). We will see that this can be done for a wide range
of unary queries, provided that we are allowed to use “fresh” concept names
not occurring in KBs and queries under consideration, i.e., specially reserved for
query answering purposes. This is a rather customary assumption: in the rolling-
up technique, new (“representative”) concept names are also freely introduced
(cf. [17]). But, unlike rolling-up, we do not need to add assertions involving these
fresh concept names to a KB. Fresh concept names will be denoted by capital
letters from the end of alphabet (X, Y , Z, etc.), possibly sub- or superscripted.

The remainder of the section is devoted to formulation and proof of the main
theorem of our paper. This theorem allows us to transfer results from the modal



correspondence theory to the query answering field. The background information
on that theory can be found in [2, Chap. 3]; here we will recall its basic notions.

It is known (cf. [16]) that the DL ALC with role names R1, . . . , Rn is a
notational variant of the propositional multi-modal language with modalities
�1, . . . ,�n, whose formulas are defined inductively: ⊥ and propositional let-
ters p0, p1, . . . are formulas; if ϕ and ψ are formulas, then so are ϕ→ ψ and
�iϕ. Exploiting this fact, whenever ϕ is a modal formula, we denote by Cϕ the
concept obtained from ϕ by replacing �i with ∀Ri and pj with fresh concept
name Xj . Kripke semantics for the modal language is introduced as usually
(cf. [2]). A modal formula ϕ is valid at the point e of a frame F (written as
F, e 
 ϕ) if, for any valuation ν on F , ϕ is true at e in a model 〈F, ν〉.

Consider also the first-order language (with equality) having only binary
predicate symbols R1, . . . , Rn. Note that conjunctive queries containing no con-
cept atoms (we will call them relational queries) belong to this first-order lan-
guage. The following is the key notion in modal correspondence theory.

Definition 6. A first-order formula α(x) with a single free variable locally cor-
responds to a modal formula ϕ (written as α(x) ! ϕ) if, for any frame F and
its point e, the equivalence holds: F |= α(e) ⇔ F, e 
 ϕ.

Now we are ready to prove the theorem that establishes a connection be-
tween the notion of local correspondence and the query answering problem for
relational queries. Later on, we will extend the family of queries covered by this
approach to the ones containing concept atoms as well.

Theorem 7 (Reduction). If a unary relational query q(x) locally corresponds
to a modal formula ϕ, then the query q(x) is answered by the ALC-concept Cϕ.
In symbols: q(x) ! ϕ =⇒ q(x) ≈ Cϕ.

The proof can be found in the Appendix. This theorem allows us to reuse
positive results from the modal correspondence theory for query answering pur-
poses. For example, it implies that the query q(x) ← xRx is answered by the
concept X → ∃R.X (where X is a fresh concept name). Other applications will
be demonstrated in the subsequent sections. A natural question is whether the
converse of this theorem holds; it would enable also to transfer negative results.
We have succeeded to prove only a half of the converse, in the following sense
(the proof is again in the Appendix).

Lemma 8. Suppose that a unary relational query q(x) is answered by a concept
Cϕ, i.e., q(x) ≈ Cϕ, for some modal formula ϕ. Then for any frame F and its
point e, the condition F |= q(e) implies2 F, e 
 ϕ.

In what follows, we consider only queries with no constants in role atoms,
since the general query answering problem is reducible to this case, at the price of
introducing nominals in concept atoms: we can equivalently rewrite an atom yRa
as yRz ∧ z: {a}, for a new non-distinguished variable z, and similarly for aRy.
2 Replacing this implication by equivalence would yield the converse of Theorem 7.

After this paper has been accepted, the author has succeeded to prove the converse
implication, but only for finitely branching frames.



4 Application 1: Queries and the Sahlqvist fragment

The notion of local correspondence is extensively explored in modal logic. The
most prominent in this direction is the result that a wide family of modal for-
mulas (known as Sahlqvist formulas) locally correspond to first-order (FO) con-
ditions, and moreover, there is an algorithm that takes a Sahlqvist formula and
returns the corresponding FO condition (see [2, §3.5–3.6] for details; originally
in [15]). We will use here a sort of converse of this result, obtained by M.Kracht
(see [2, §3.7]; originally in [13]), who described syntactically the class of all those
FO formulas (now called Kracht formulas) that locally correspond to Sahlqvist
formulas, and provided the corresponding algorithm. We will apply this result
to those Kracht formulas that have the form of a (unary relational) conjunctive
query and then extend it to queries containing also concept atoms.

First, recall the definition of Kracht formulas. Consider a FO language having
only binary relation symbols R1, . . . , Rn. Formulas of the form ∃y(xRy ∧ α(y))
and ∀y(xRy → α(y)) will be abbreviated3 as (∃yRx)α(y) and (∀yRx)α(y), resp.
A formula is called clean if no variable occurs both free and bound in it, and no
two distinct occurrences of quantifiers bind the same variable. The formulas>,⊥,
and xRσy are called quasi-atomic, where σ = (i1, . . . , ir) is a sequence of indices
from {1, . . . , n}, and xRσy stands for ∃z2 . . .∃zr(xRi1z2∧z2Ri2z3∧ . . .∧zrRir

y).

Definition 9. A formula is restrictedly positive if it is built up from quasi-
atomic ones using conjunction ∧, disjunction ∨, and restricted quantifiers (∃yRx)
and (∀yRx). A variable y in a clean formula is called inherently universal if either
y is free, or y is bound by a restricted universal quantifier (∀yRx) which is not
in the scope of any existential quantifier. Finally, a Kracht formula is a clean,
restrictedly positive formula such that every of its quasi-atomic subformulas
contains at least one inherently universal variable.

For example, (∀yRx)(∀zRx)(∃wRy)zRw is a Kracht formula, whereas the
formula (∃yRx)(∀zRx)yRz is not. Now we present a family of relational queries
that belong to the Kracht fragment. We will not prove that this family is exhaus-
tive, in the sense that it covers, modulo equivalence, exactly the intersection of
the Kracht fragment and conjunctive queries (although this is likely to be true).

Lemma 10. Any relational conjunctive query of the following form is (equiva-
lent to a Kracht formula and hence) answered by an ALC-concept:

q(x) ← ∃~y
(

Tree(x, ~y) ∧
∧

i,j xRσi
yj ∧

∧
k,` ykRτ`

x
)
,

where Tree(x, ~y) is a conjunction of role atoms forming an oriented x-rooted
tree.4 In other words, q(x) states the existence of an x-rooted oriented tree with
additional oriented chains linking x with other nodes (in any direction).

3 This is similar to designating a formula ∃y(x 6 y ∧ α(y)) by (∃y > x)α(y).
4 An oriented tree is a connected oriented graph without cycles (and loops 〈e, e〉) s.t.

each node has at most one incoming edge. Its root is a node with no incoming edges.
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